COLLABORATING FRAMES: TEMPORALLY WEIGHTED SPARSE REPRESENTATION
FOR VISUAL TRACKING
Ali Soltani-Farani, Hamid R. Rabiee, Ali Zarezade
Department of Computer Engineering, Sharif University of Technology, Tehran, Iran.
ABSTRACT
Sparse representation techniques for visual tracking have
rarely taken advantage of the similarity between target objects
in consecutive frames. In this paper, the target is divided into
disjoint patches, and the sparse representation of corresponding consecutive target patches is assumed to be distributed
according to a common Laplacian Scale Mixture (LSM) with
a shared scale parameter. The target patches collaborate to
determine this shared parameter, which in turn encourages
smooth temporal variation in their representations. The target’s appearance is modeled using a dictionary composed of
patch templates. This patchwise treatment allows occluded
patches to be detected and excluded when updating the dictionary. Experimental results on 6 challenging video sequences,
show superior performance, especially in scenarios with considerable appearance change.
Index Terms— Visual tracking, patchwise, reweighed `1 ,
dictionary, Markov chain
1. INTRODUCTION
The high availability of digital cameras has increased the demand for visual tracking in applications such as surveillance,
traffic control, and gaming. The problem is to determine the
location of a target object throughout a video sequence given
its initial location. Variations in the target’s appearance and
occlusion have made this problem quite challenging. Two major approaches exist: generative and discriminative. Generative trackers model the target’s appearance in order to measure the likelihood that a given candidate was generated by the
model. To find the target among given candidates, these trackers select the candidate with maximum likelihood as the best
candidate. The mean-shift tracker [1] uses an adaptive appearance model, which is the best candidate of the previous frame
and measures the similarity between intensity histograms of
the appearance model and a candidate. The fragment-based
tracker [2], an extension of [1], handles occlusion by dividing
the candidate image into a collection of overlapping patches
and measures the likelihood by aggregating all patches. Ross
et al. [3] addressed illumination and pose change using incremental SVD to update eigenbasis of the target model. Discriminative trackers train a binary classifier to discriminate

the target from its background. In [4, 5] a strong classifier is
created by combining an ensemble of weak classifiers trained
online. Grabner et al. proposed an online semi-boosting algorithm [6] to overcome drift, in which labeled samples are
collected only from the first frame. Babenko et al. [5], used
multiple instance learning, to transfer the ambiguity in labeling to the learning algorithm.
Recently, sparse representation has been successfully applied to computer vision applications such as visual tracking [7–13]. Sparse trackers can handle illumination and mild
pose change, as well as occlusion. The main idea of generative sparse trackers is that the best candidate can be distinguished from other candidates, since it is expected to be represented mostly by target-representative elements of the dictionary. In [7] the target is modeled by a linear combination
of few target images in previous frames plus a linear combination of canonical basis vectors that account for occlusion.
This method was improved in terms of speed and accuracy [8]
by limiting the candidates to those that are likely to possess
a lower reconstruction error and then deriving an occlusion
map from the sparse coefficients. To take advantage of the
relationship between candidates and increase tracker speed,
Zhang et. al [9] proposed to find a joint-sparse representation for all candidates in a frame. Bao et. al [10] proposed a
new occlusion-aware minimization to increase tracker accuracy. In [11], the dictionary is composed of overlapping target patches. The likelihood is measured by summation over
the similarity of each candidate patch to the related patches
in the target dictionary. Amongst discriminative sparse trackers, [12] learn the dictionary from a general dataset of object
images, and a linear classifier is learned online with positive
and negative samples. In [13], a sparse measurement matrix
is adopted to extract low dimensional discriminative features
and the tracking problem is formulated as an online naive
Bayes classifier.
Recently, we introduced a robust tracking approach [14],
in which the target is a collection of non-overlapping patches
and the dictionary is composed of groups of corresponding
patches (patch templates) extracted from the targets found in
previous frames. To exploit the similarity between target objects in consecutive frames (temporal similarity assumption),
joint sparse representation was used to enforce consecutive
patches to belong to a common subspace. In this paper, we

expand on that work, by assuming that a true candidate patch
accompanied by target patches found in the previous frames,
have sparse representations that are governed by a common
Laplacian scale mixture [15] with a shared scale parameter.
Consecutive patches collaborate to infer the shared scale parameter which assigns the penalty associated to each dictionary member. This encourages smooth temporal variation in
the sparse representation of corresponding patches, without
explicitly enforcing a common sparsity pattern, which is more
akin to the way appearance changes over time. We define the
likelihood measure for a candidate as a sum over patchwise
reconstruction errors. Similar to [14], this helps us to determine the non-occluded patches of the best candidate, which
are then used to update the dictionary. The results indicate
improved performance, especially in situations with considerable appearance changes.
The remainder of this paper is organized as follows: Section 2 discusses sparse inference with an LSM prior. In Section 3, we present the proposed tracking algorithm. Experimental results are presented in Section 4, and the paper is
concluded in Section 5.
1.1. Notation
Bold lower and upper case letters are used for vectors (d)
and matrices (D) respectively. The superscript (i) is used to
indicate that the variable is related to the i’th patch. Suppose
that Λ is a subset of indices, the complement of which is Λc ,
then by dΛ (DΛ ), we mean the vector (matrix) obtained from
d (D) by eliminating elements (columns) indexed by Λc .
2. SPARSE INFERENCE WITH AN LSM PRIOR
Let Y ⊂ RM denote the signals of interest and D =
[d1 , . . . , dK ] denote an overcomplete dictionary composed
of building blocks of Y, in the sense that any y ∈ Y is represented by a linear combination of a few columns (atoms)
from D, i.e., y = Dc + , where  ∼ N (0, σ 2 I) is a small
noise, and c, commonly known as the sparse representation
of y, has few non-zero elements. Assuming that the elements
of c are i.i.d. Laplacian(λ) [16], the MAP estimate of c is
obtained through `1 minimization:
arg min
c

1
ky − Dck22 + λkck1
2σ 2

(1)

where λ is the inverse scale parameter of the Laplace distribution. In the reweighed `1 framework of [15], for each
j ∈ {1, . . . , K}, the coefficient cj corresponding to the dictionary atom dj , is given its own scale parameter λj . This
is achieved by assuming a Laplacian scale mixture prior for
cj , i.e., cj given λj is distributed according to Laplacian(λj ),
and λ has an i.i.d. Gamma hyperprior. A joint estimate of
(y, λ) is obtained by using Expectation Maximization (EM).
The EM algorithm iterates between estimating y through a
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Fig. 1. Object appearance is modeled by a dictionary composed of patch templates, DΛi .
weighted `1 optimization (M-step), and updating the vector
of scale parameters λ (E-step). While a more detailed analysis of the model may be found in [15], the steps of the EM
algorithm are provided here as:
X
1
λk−1
|cj |
ck = arg min ky − Dck22 + λ0
j
c 2
j=1:K

λkj

= (α + 1)/(β +

(2)

|ckj |)

where α, β, λ0 are parameters of the hyperprior and k is the
iteration number. As the algorithm progresses, if a coefficient
cj becomes active, λj is reduced, hence reducing the penalty
of activating cj in the next round. On the other hand, if cj
becomes inactive, λj is increased in the next iteration. This
results in more sparsity when compared to (1) [15].
3. TEMPORALLY-WEIGHTED SPARSE TRACKER
Let xt denote the current state of the target, and z1:t denote
all observed frames up to time t. Given the initial state of the
target, the goal is to find the target object among the set of
candidates generated by a motion model. We use the Sequential Importance Resampling (SIR) particle filter [17], which
is a commonly used motion model. In order to find the target,
we need to model the target’s appearance and find the candidate that is most likely generated by this model. As in [14],
we partition the target into m non-overlapping patches and
model the target’s appearance with a dictionary D, composed
of patches selected from n of the previous best candidates (see
Fig. 1):
DΛ1

DΛm
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(m)
D = d1 · · · dn · · · d1 · · · dn

(3)

(i)

where dj is a vectorized grayscale image of the i’th patch
from the j’th target and DΛi is the i’th patch template. In
the current frame, patch i of the target y, denoted by y(i) is
assumed to belong to a low-dimensional subspace spanned by
the columns of DΛi . It is reasonable to model any occlusion
or noise using the remaining patch templates DΛci . Hence:
(i)

(i)

(i)

y(i) = DΛi cΛi + e(i) = DΛi cΛi + DΛci cΛc = Dc(i) (4)
i

Considering that the target’s appearance changes smoothly,
we assume the sparse representation of the current target
patch y(i) , and the sparse representation of the same patch in
∗(i)
∗(i)
l previous best candidates, i.e. yt−l , . . . , yt−1 are distributed
according to a common LSM prior with the same scale parameter λ. Following the same line of argument as [15], we
find c(i) , by solving the following EM algorithm:
C (i),k = argmin
C

λkj

X
1
kY (i) − DCk2F + λ0
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Fig. 2. Two-state Markov chain with adaptive transition probabilities defined in (10) and (11). States o and ō represent
occluded and non-occluded states, respectively.
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where the columns of C (i) are the corresponding sparse rep∗(i)
∗(i)
resentations of Y (i) = [yt−l , · · · , yt−1 , y(i) ], and Cj,. is
the j’th row of C. As the EM algorithm progresses, the
dictionary atoms that are assigned smaller temporal penalties (λj ) are those which become active more often over the
time t − l, . . . , t. On the other hand, the atoms which are activated rarely, will have larger associated temporal penalties.
The above optimization is a weighted `1 optimization that can
be solved for each column of C separately, for which we use
the implementation of [18], provided by SPAMS [19].
Given the current frame image z and a region defined by
the state x, as a candidate for the target, we define the likelihood of the candidate image y as the probability that it is
generated with the dictionary D through the portion of sparse
coefficients that represent the target as found by (5):
Y
(i)
p(z|x) ,
p(y(i) |DΛi , cΛi )
(6)
i

Considering a zero mean Gaussian error e(i) ∼ N (0, σ 2 I) in
equation (4), the log-likelihood of (6) is obtained from:
X
(i)
log p(z|x) ∝ −
ky(i) − DΛi cΛi k22
(7)
i

This measure, will favor the candidate with the lowest sum of
reconstruction errors calculated for each patch separately via
its representation in the corresponding patch template.
The dictionary needs to be updated over time in order
to handle variations in the target’s appearance. We use the
scheme introduced in our previous work [14] which is provided here for the sake of completeness: To select an old atom
to be replaced with a newly found target, similar to [11], we
randomly select dictionary atoms according to a predefined
distribution. We investigate whether each patch is occluded
or not by defining an occlusion probability. A patch is assumed to be occluded if its occlusion probability is larger than
1
2 . Occluded patches are excluded when updating the dictionary with the best candidate. Assuming that given the current
occlusion state of y(i) , this patch is independent of previous
occlusion occurrences, and taking a first order Markov model
for occlusion state of patches, the occlusion probability of a

patch y(i) , is
p(o(i) |D, O(i) , y(i) , c(i) ) ∝

(i)
p(y(i) |D, o(i) , c(i) )p(o(i) |ot−1 )

(8)
(9)

where o(i) = 1 and o(i) = 0 indicate the occluded and non(i)
(i)
occluded states, respectively, and O(i) = {o1 , . . . , ot−1 }
is the history of occlusion states for patch i. Since the best
candidate is already found, this time c(i) is obtained from
(1). Considering the model in (4), the first term in (9) is
(i)
defined as exp(−ky(i) − DΛi cΛi k22 ) when o(i) = 0 and as
(i)

exp(−ky(i) − DΛci cΛc k22 ) when o(i) = 1. To define a prior
i
for the occlusion state of patch i in (9), a simple two state
Markov chain is used for each patch, as shown in Fig 2. By
assuming a Beta hyperprior for µ ∼ β(a, b) and η ∼ β(c, d),
the transition probabilities of this model are updated online
during tracking using MAP estimation:
µ̂MAP = (a − 1 + noō )/(a − 1 + noō + b − 1 + noo ) (10)

η̂MAP = (c − 1 + nōo )/(c − 1 + nōo + d − 1 + nōō ) (11)

where for example noō counts the transitions from the occluded state to the non-occluded state in the occlusion history.
4. EXPERIMENTS
To evaluate the proposed Temporally Weighted Sparse Representation (TWSR) tracker, we use 6 challenging datasets,
commonly known as board, david, skating1, faceocc2,
singer1, and trellis. We compare our results with four well
known trackers, namely OAB [4], MIL [5], Frag [2], and
IVT [3], two recent sparse trackers, denoted as APG [10]
and MTT [9], and our previous work PJS-S [14]. All
video sequences and trackers’ source codes are available
at http://visual-tracking.net [20]. Code for our trackers is
available at http://ssp.dml.ir/research/pjs. For trackers which
use grayscale feature (IVT, APG, MTT, PJS-S, and TWSR),
the target is resized to 32 × 32 pixels. For our trackers we
use 8 × 8 non-overlapping patches. Each patch template
contains 10 images of the corresponding target patch in previous frames, and the dictionary is initialized with slightly
shifted versions of the target in the first frame. To account
for temporal similarity we used l = 4 previous best candidates and we also set λ0 = 10−4 , α = β = 0.05 for all
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Table 1. Success rate averaged over 10 runs. Best and second
best results are respectively written in red and blue.
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Fig. 3. Tracking results of different trackers on 6 datasets:
board, david, skating1, faceocc2, singer1, and trellis from top
to bottom, respectively.
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This paper proposed a robust generative model for object appearance by exploiting the temporal similarity between target
objects. This was accomplished in a patchwise manner by assuming a common Laplacian scale mixture [15] prior with a
shared scale parameter for the sparse representations of consecutive patches. As our future work, we wish to investigate
intelligent selection of regions in the image, instead of simple
non-overlapping patches.
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experiments. For methods that require a particle filter motion
model, the number of particles was 600 with a variance of
[6, 6, 0.02, 0.002, 0.002, 0] corresponding to spatial, rotation,
scale, and skew variance respectively.
Fig. 3 displays sample frames from all datasets with
bounding boxes found by each tracker. These results show
that TWSR was able to track the target across large pose
change (trellis, david, skating1), high illumination variation
(trellis, singer1, skating1), and sever occlusion (faceocc2,
skating1). We also compared different trackers based on typical quantitative measures, namely overlap ratio, defined as
the ratio of overlap between tracker and ground truth bounding boxes, and success rate, which is the percentage of frames
tracked with an overlap ratio greater than some threshold.
Fig. 4 shows the overlap ratio for different tracker and dataset
pairs averaged over 10 runs, and Table 1 provides a numerical comparison of average success rate for an overlap ratio
threshold equal to 0.5. The numerical results show that the
proposed tracker was quite successful on average, but performed particularly well when there was large pose changes
such as in, trellis and david. The average results over all
datasets in the last row of Table 1, shows that the proposed
tracker performed best. We would like to note that the reason for modest success rates in Table 1 is that for fairness,
the parameters of all trackers were fixed across all video sequences and results were averaged over several runs. Also,
like common measures for evaluating visual tracking, success
rate is substantially degraded when the tracker loses the target
(overlap ratio < 0.5). This further confirms that PJS-S and
TWSR were robust across a range of various challenges.
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Fig. 4. Overlap ratio of tracker and ground truth bounding
boxes vs frame number. Results were averaged over 10 runs.
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